
 

 

Abstract. Human-like learning is based on the 
ability to extract – and represent in a mixture of 
qualitative and quantitative representations – mean-
ings of texts and dialog utterances. The paper de-
scribes the operation of a proof-of-concept lan-
guage-endowed intelligent agent that emulates hu-
man-style learning of concepts and ways to do 
things over a lifetime. The agent relies on a broad-
coverage deep language understander with reason-
ing capabilities. The supporting non-toy knowledge 
base integrates (a) qualitative and quantitative rep-
resentations of lexical meaning, (b) qualitative and 
quantitative representations of elements of the un-
derlying ontological model, and (c)  heuristics to 
support commonsense reasoning, including those 
that support learning.  

1 Introduction 
Artificial intelligent agents that emulate human cognitive be-
havior must be able to carry out commonsense reasoning over 
unambiguous representations. As the qualitative reasoning 
community has argued since its inception (e.g., [Hayes, 1979; 
Forbus, 1984]), in order to emulate human cognitive func-
tioning (instead of seeking the provably correct and/or most 
efficient algorithms), one must go beyond the logic-based 
methods preferred in early AI approaches and toward com-
monsense reasoning. This kind of reasoning is a natural 
choice for implementing most tasks required of an artificial 
intelligent agent, including interpreting the results of sensory 
perception, making decisions about physical, verbal or men-
tal actions, and generating actions. Commonsense reasoning 
must (a) embrace the coexistence of qualitative and quantita-
tive representations and (b) include heuristic decision rules 
that can operate over both kinds of representations. Fleshing 
out the interaction between qualitative and quantitative rep-
resentations  is especially important for language-endowed 
intelligent agents because meanings expressed in language – 
even in specialized, scientific and technological discourse – 
are often less precise than what heuristic decision rules in 
“traditional” AI approaches expect. 
 Whether commonsense reasoning is used to operate over 
general or expert knowledge, it emphasizes heuristic rules for 

reasoning and decision-making. In the area of cognitive sys-
tems, these rules operate in the space of the agent’s first-per-
son, internal world of beliefs about the objects and events in 
the outside world. The most natural way to implement this 
space is in a cognitive architecture whose memory modules 
store the agent’s knowledge about both the types and the ex-
emplars of the entities in its world model (including its own 
reasoning and decision-making heuristic rules), using an un-
ambiguous representational metalanguage. 
 Rules require grist for their mill, namely, knowledge to 
which they can apply. But supplying computer systems with 
the amount of formally represented commonsense knowledge 
commensurate with that possessed and readily used by a typ-
ical adult human is a remarkably labor-intensive task, as is 
attested by the experience of the CYC project [Lenat, 1995] 
or the narrow scope of results reported in Hobbs et al. [1985]. 
This realization – referred to in AI as the “knowledge bottle-
neck” – contributed to the demise of “good old-fashioned 
AI”. It also fueled the paradigmatic turn toward empirical 
methods, which were already gaining momentum due to the 
spectacular technological advances in data availability, com-
puter processing, and storage capacity. The empirical para-
digm essentially uses sophisticated analogical reasoning over 
uninterpreted data, deemphasizing the importance of mental 
representations. However, the empirical stance does not ac-
tually bypass the knowledge bottleneck: the need for human 
knowledge acquisition remains, albeit in the guise of corpus 
annotation to train supervised machine learning systems (see 
a discussion in [McShane and Nirenburg 2021, Section 
1.6.3]). Moreover, the empirical paradigm does not serve 
cognitive modeling, not least because of its inability to sup-
port human-oriented explanations of the system’s beliefs, de-
cisions, or behaviors. 
 It is a common misconception that any knowledge base in-
tended to be used by computer systems will be useful for, and 
can readily be integrated into, any cognitive system. For ex-
ample, despite the CYC developers’ noble efforts toward cre-
ating a commonsense knowledge base [Lenat, 1995], it is for-
mulated as a “sea” of over a million assertions that is quite 
difficult to work with. Similarly, FrameNet [Fillmore & 
Baker, 2009] and WordNet [Miller, 1995] are human-ori-
ented resources that have certain utility for natural language 
processing but do not offer anywhere near the language pro-
cessing “solution” that is often assumed by non-specialists.  
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 So, what options are available to overcoming the 
knowledge bottleneck? One is to make do with a smaller 
knowledge base. This is only plausible in small domains, 
which is why small-domain work is the center of gravity in 
most theoretical and application-oriented work in cognitive 
architectures, computational cognitive modeling, and devel-
oping artificial intelligent agents [Nirenburg et al. 2020]. 
While this choice is entirely understandable and justified in 
the absence of large knowledge resources that can support 
commonsense reasoning, the community would welcome and 
benefit from the availability of knowledge resources that are 
fit to serve commonsense reasoning tasks. 
 Another option for overcoming the knowledge bottleneck 
is to find ways of acquiring knowledge automatically. An ob-
vious source of knowledge is natural language texts. Maybe 
AI programs can be developed for extracting knowledge from 
the written word and thus independently create knowledge 
resources, and not only for commonsense reasoning but for 
all kinds of reasoning? This line of research was attempted in 
the mid- to late 2000s in several projects under the rubric of 
“learning by reading” (e.g., [Forbus et al., 2007, Barker et al., 
2007]). Although the learning by reading initiative yielded 
some interesting results, it did not come close to the desired 
solution because the projects did not (likely, could not) pay 
enough attention to the complexities of automatic language 
understanding and did not have access to sufficient amounts 
of seed knowledge. 
 Fundamental natural language understanding involves rea-
soning, and this reasoning, in turn, requires knowledge sup-
port (see, e.g., [Nirenburg and Raskin, 2004]). Successfully 
learning through language directly depends upon the size and 
quality of the knowledge bases – especially the lexicon and 
ontology – that available to bootstrap the learning process. 
So, in order to automatically learn knowledge (e.g., about ac-
tion), the system must have knowledge of language that in-
cludes references to knowledge of the world! What a conun-
drum! 
 From preschool through college years and beyond, much 
of human learning is carried out through reading and interact-
ing with other people using natural language. Our goal is to 
emulate this capability in artificial agents, starting not from 
scratch but from a knowledge base that, while never com-
plete, is sufficient to enable that learning process.  
 It is an open question what amount of bootstrapping 
knowledge is sufficient for a particular learning task. Suffice 
it to say that it is helpful for the seed knowledge base to be as 
large as human resources of a project permit.  
 To bootstrap our current series of experiments in teaching 
language-endowed intelligent agents (LEIAs) through lan-
guage interaction we have used an ontology containing about 
9,000 ontological concepts and an ontological-semantic lexi-
con of about 30,000 senses covering individual words, 
phrases, and constructions. We have used this bootstrapping 
knowledge base in our prior work to develop several proof-
of-concept systems in which LEIAs demonstrated the ability 
to learn a variety of kinds of knowledge – the meanings of 
unknown vocabulary items, previously unknown senses of 
known words and phrases, new ontological concepts and their 

place in the ontological inheritance hierarchy, and values of 
properties of ontological concepts, such as quantitative and 
qualitative values of ontological attributes [English and Ni-
renburg, 2007, 2010]. The grain size of descriptions in this 
knowledge base was adequate to support the language pro-
cessing application (such as translation or information extrac-
tion) for which it was originally developed. 
 For over a decade now we have been working on applica-
tions that involve teaming LEIAs with humans in cooperative 
tasks involving language in a real or simulated physical 
world. To support such applications, the LEIAs must inte-
grate language understanding and generation with decision 
making about action in the physical world. The knowledge 
needed to support such multi-modal applications tends to be 
of a finer grain size than the knowledge needed to support 
applications involving only language. 
 A good example of this discrepancy in requirements relates 
to specifying one of the most important types of knowledge 
the LEIA must learn: scripts, otherwise known as complex 
events. Reliance on scripts is a basic principle of com-
monsense reasoning in artificial intelligent agents that model 
human cognitive functioning; it contrasts with the first-prin-
ciples approach, used widely in early AI, based on search-
based planning over a set of primitive actions.  
 The information about scripts includes the possible se-
quences of its subevents; the mutual grounding of entities, 
such as case role fillers, across the subevents; the precondi-
tions for, and effects of, each subevent; the triggering precon-
dition of the overall script; and the effects of its successful 
completion. In applications in which LEIAs do not connect 
with the physical world, a lot of this information can be either 
omitted or stated imprecisely because the task of understand-
ing will be delegated to humans who have the necessary 
world knowledge. So, in this case, the LEIAs can even forgo 
encoding the means of determining whether specific subev-
ent preconditions hold in each concrete situation in which a 
script is instantiated.  
 In this paper we illustrate the learning capabilities of a 
LEIA that must integrate language and real-world decision-
making. The example involves a human tutor teaching a 
LEIA, implemented as a (simulated) autonomous vehicle 
agent, how to behave at a four way stop sign. Specifically, we 
illustrate how the LEIA learns lexical and ontological 
knowledge and constructs the representation of a script at the 
grain size of description appropriate for this kind of multi-
modal application. The material to be learned includes the 
new words and concepts; the triggering preconditions for the 
script as a whole; preconditions and effects for all script 
subevents; and the procedures for grounding instances of 
script concepts in a specific situation, once the script is in-
stantiated.  
 
2 Learning what to do at a four way stop 
 
Below is the mixed-initiative training dialog that serves as 
our example. The human’s utterances are in plain Roman 
text whereas the LEIA’s utterances are in italics. 



 

 

 
1. I'll teach you what to do at a four way stop.  
2. A four way stop is a four way intersection where all vehicles 

must come to a stop. 
3. You can recognize a four way stop because it has a stop sign 

on its four corners. 
4. A stop sign is an octagonal red sign with white letters. 
5. It is usually about 30 inches across. 
6. But it can also be 35 inches wide. 
7. When you are at a four way stop, you must decide when to 

start driving.  
8. If there are no vehicles at the intersection, you can go.  
9. How do I tell if a vehicle is at an intersection? 
10. A vehicle is at an intersection if it is adjacent to a stop sign. 
11. I think a vehicle is beside a stop sign when it is no more than 

50.0 inches away. Is that right? 
12. Yes. 
13. If any other vehicles are at the intersection, you must wait for 

each to have moved through. 
 

In the discussion that follows, we use a narrative approach 
and include just a few illustrations of structures in the figures. 
Space limitations prevent us from describing the many par-
ticulars of system infrastructure and the representational for-
malism underlying both the LEIA’s bootstrapping knowledge 
resources and intermediate results of its processing (see, e.g., 
[Nirenburg and English, 2020] and [Nirenburg and Raskin. 
2004] for background).  
 On receiving a dialog turn as input, the LEIA first uses a 
semantic/pragmatic analyzer OntoSem (see [McShane and 
Nirenburg 2021] for a book-length description of the opera-
tion of its latest version) to extract its meaning and represent 
it in an ontologically grounded metalanguage. For example, 
the meaning representation (MR) for Sentence 2 in the dialog 
is illustrated in Figure 1.  
 The next step is for the LEIA to determine what it should 
learn. The methods we use to learn lexicon entries and their 
underlying ontological concepts for unknown words have 
been reported in [Nirenburg and English, 2007, 2010]. It so 
happens that the LEIA’s bootstrapping knowledge covers all 
individual words in the above dialog, so the meaning repre-
sentations for all the teacher’s utterances were generated au-
tomatically (the meaning representations underlying the 
LEIA’s utterances were obtained using simplifying tem-
plates; a more complete language generation component for 
our system is under development). But when participating in 
a training dialog in which a human teaches the LEIA to be-
come an efficient member of a human-agent team, the LEIA 
must expect to learn much more than just the meanings of 
previously unknown words. This means (a) being prepared to 
learn lexicon entries for multiword expressions even if each 
individual word in those expressions has an entry in the 
LEIA’s lexicon (e.g., four way stop), and (b) being prepared 
to create new ontological concepts for interpreting the seman-
tics of those expressions.  
 After processing Sentence 1, the LEIA already knows that 
it is engaged in a training dialog, so it activates the set of its 
stored heuristics for triggering learning while participating in 

training dialogs. Some of these terminology-learning heuris-
tics rely on detecting expressions appearing in definitional 
contexts such as “I’ll teach you <CLAUSE>” (attested in 
Sentence 1) or “A word/expression is a <...> that/where/such 
that/...” (attested in Sentence 2). Another terminology-learn-
ing heuristic involves interpreting nominal compounds that 
fill case roles of the main event described in the input (e.g., 
four way stop). 
 So, after generating the MR for Sentence 1, the LEIA de-
tects its definitional template and triggers the learning of the 
new ontological concept EVENT-AT-FOUR-WAY-STOP (for a 
discussion of how the LEIA selects names for new concepts, 

see [Nirenburg and Wood, 2018]) and, in the absence of more 
precise information, makes it a child of the high-level concept 
EVENT in the ontological hierarchy. Note that the human has 
not (yet) described any details about this new concept; how-
ever, the LEIA records the expectation that such a description 
should be forthcoming. If the teacher had not provided the 
description of EVENT-AT-FOUR-WAY-STOP (in Sentence 7), 
the LEIA would have taken the initiative to ask for the infor-
mation necessary to learn this concept.   
 The above is not all the learning that the agent carries out 
as a result of processing Sentence 1. Another terminology-
detecting heuristic notices the noun phrase four way stop in 
the sentence and proposes a new (multiword) lexicon entry 
for it. The entry, four_way_stop-N1, will be marked as a nom-
inal and its semantics will be interpreted by a newly minted 
ontological concept FOUR-WAY-STOP. The latter will be, for 
the time being, made a child of OBJECT in the ontology.  
 Interpreting Sentence 2 (A four way stop is a four way in-
tersection where all vehicles must come to a stop) triggers 
two instances of learning. First, FOUR-WAY-STOP becomes a 

 
 
Figure 1. The meaning representation (MR) for Sentence 2 in 
the dialog. Meaning procedures prescribe constraints and oper-
ations applicable beyond the scope of a single sentence. Details 
of the metalanguage and analysis microtheories see in REF4. 



 

 

child of FOUR-WAY-INTERSECTION in the ontological hierar-
chy. The latter concept is conveniently available in the boot-
strapping knowledge resources; had it not been the case, the 
LEIA would introduce FOUR-WAY-STOP as a child of INTER-
SECTION, the parent of FOUR-WAY-INTERSECTION.   

 As a result of pro-
cessing Sentence 3 (You 
can recognize a four way 
stop because it has a 
stop sign on its four cor-
ners.), the LEIA learns 
some of the content of 
the property HAS-OB-
JECT-AS-PART of FOUR-
WAY-STOP. Sentence 3 
does not overtly state 
that a stop sign is placed 
on each of the four cor-
ners of FOUR-WAY-STOP. 
So, what the LEIA learns 
from this MR about the 

concept FOUR-WAY-STOP is the representation in Figure 2, 
which does not reflect the distribution of stop signs among 
the corners of the intersection. The LEIA has the ability to 
learn this information using an abductive heuristic (already 
encoded in its bootstrapping knowledge resources) that can 
be glossed as “When the content of a HAS-OBJECT-AS-PART 
property of an ontological OBJECT includes N sets of identical 
cardinality, and there exists a LOCATION relation between 
these sets, then infer that the content of this a HAS-OBJECT-
AS-PART IS a set which is a Cartesian product of the N sets, 
such that the same value of LOCATION holds among elements 
of each S.” The result of this learning is illustrated in Figure 
3. Note, however, at this point in the process it is not clear 
whether the resulting enhancement of the FOUR-WAY-STOP 
concept is essential for learning the script for EVENT-AT-
FOUR-WAY-STOP. It so happens that at the grain size of de-
scription licensed by what the LEIA is taught in the sample 
training dialog, this enhancement is not needed.  
  Sentences 4-6 (A stop sign is an octagonal red sign with 
white letters. It is usually about 30 inches across. But it can 
also be 35 inches wide.) allow the LEIA to learn the lexicon 
entry and the corresponding concept for stop sign using the 
same process as the one for learning about four way stop de-
scribed above. The training dialog allows the LEIA to specify 
a quantitative measure for the property WIDTH of the concept 
STOP-SIGN. The value range of this property is represented in 
a tuple listing the evidence count, minimum and maximum 
known values, mean, median and mode: {2, 30, 35, 32.5, 
32.5, 30}. In the absence of such information about a prop-
erty, the language interpreter must use qualitative representa-
tions to interpret the meanings of scalar adjectives, like big 
or fast, on a qualitative abstract scale of {0,1}. So, in the ab-
sence of specific quantitative knowledge about, say, weights 
of notebook computers, the best the interpreter would be able 

to do with the input heavy notebook would be to use the qual-
itative representation of the meaning of heavy in the lexicon 
(which states, essentially, that a heavy X weigh more than 
75% of all Xs) and output NOTEBOOK-COMPUTER-<IN-
STANCE-NUMBER> (WEIGHT >.75). Our representational in-
frastructure allows for both the qualitative and quantitative 
representation options. Thus, if the ontology includes the in-
formation that the mean value of the height for NBA point 
guards is 6’2.5”, and that the shortest was 5’9” and the tallest 
(remember Magic Johnson?), 6’9”, then the analyzer will be 
able to interpret “XYZ is short for an NBA  point guard” to 
mean that NBA-POINT-GUARD-<INSTANCE-NUMBER> (NAME 
XYZ) (HEIGHT >< 5’9” 6’2.5”). 
 Recall that part of the LEIA’s processing of sentence 1 in-
volved creating a goal instance of continuing to learn the de-
tails of the concept EVENT-AT-FOUR-WAY-STOP. Currently, 
this kind of goal is considered minimally satisfied when the 
values for the properties AGENT, THEME and HAS-EVENT-AS-
PART of the EVENT being learned have been determined. In 
the course of the dialog so far (up to sentence 6), the human 
teacher made a detour from the main topic – what to do at a 
four way stop – to teach the LEIA about four way stops and 
stop signs. Note that meanings of all sentences in a training 

dialog are stored in 
the LEIA’s 
memory – either its 
situation model 
(working memory) 
or its long-term ep-
isodic memory – 
and are thus availa-
ble to supply learn-
ing-related infor-
mation obtained 
earlier in the dia-
log. For that mat-
ter, information re-
membered from 
any text and dialog 
processing that 
took place prior to 
the current training 
session is also 
available for 
LEIA’s needs. 
 In Sentence 7, the 

teacher returns to the main event, saying When you are at a 
four way stop, you must decide when to start driving. On de-
riving the meaning of Sentence 7, the LEIA proceeds to learn 
details about EVENT-AT-FOUR-WAY-STOP, with special atten-
tion to the order of the event’s subevents and the precondi-
tions and effects of each of them. The standard procedure for 
this learning is available in the bootstrapping knowledge re-
sources. It relies on the mixed qualitative and quantitative 
representational substrate provided by the ontological infra-
structure and the semantics of its primitive properties.   

@FOUR-WAY-STOP 
 IS-A @FOUR-WAY-INTERSECTION 
 HAS-OBJECT-AS-PART (SET.A SET.B) 
@SET.A 
 IS-A                        @SET 
 CARDINALITY        4 
 MEMBER-TYPE @STOP-SIGN 
 LOCATION        @SET.B 
@SET.B 
 IS-A                       @SET 
 CARDINALITY       4 
 MEMBER-TYPE    @CORNER 
 
Figure 2. FOUR-WAY-STOP 
learned from MR of Sentence 3. 

@FOUR-WAY-STOP 
 IS-A @FOUR-WAY-INTERSECTION 
 HAS-OBJECT-AS-PART  
  (SET.A  SET.B SET.C SET.D)  
@SET.A 
 IS-A @SET 
 MEMBERS (STOP-SIGN.A CORNER.A) 
 LOCATION (STOP-SIGN.A CORNER.A) 
@SET.B 
 IS-A @SET 
 MEMBERS (STOP-SIGN.B CORNER.B) 
 LOCATION (STOP-SIGN.B CORNER.B) 
@SET.C 
 IS-A @SET 
 MEMBERS (STOP-SIGN.C CORNER.C) 
 LOCATION (STOP-SIGN.C CORNER.C) 
@SET.D 
 IS-A @SET 
 MEMBERS (STOP-SIGN.D CORNER.D) 
 LOCATION (STOP-SIGN.D CORNER.D) 
 
Figure 3. Enhanced representation of 
FOUR-WAY-STOP. 



 

 

 From the meaning representation of Sentence 7, the LEIA 
learns the filler for the LOCATION property of the event: it’s 
an instance of FOUR-WAY-STOP. From the meaning of Sen-
tence 2 it now learns that EVENT-AT-FOUR-WAY-STOP has 
STOP-DRIVING-EVENT as a subevent, while the meaning of 
Sentence 7 allows it to learn that an instance of the concept 
DECIDE (which the LEIA knows) is also a subevent of EVENT-
AT-FOUR-WAY-STOP. In most cases, it is quite natural to either 
linguistically assert the ordering of subevents (e.g., Do X and 
then Y; Do Y after you’ve done X) or to present the subevents 
in the correct order (Do X, Do Y). Therefore, if the ordering 
of events is not explicitly mentioned, the LEIA assumes that 
event ordering conforms to the narrative ordering. This as-
sumption is, of course, defeasible, since in some cases real-
world knowledge can make the temporal order clear (e.g., Put 
two scoops of coffee into the coffee maker. Use a can opener 
to open the can.). Being able to interpret such situations is a 
core long-term goal of this program of work. In the mean-
time, people will serve as more effective teachers if they 
make event ordering explicit. 
 From sentence 7 (…you must decide when to start driving), 
the agent needs to learn that the driving event occurs after the 
deciding event. This temporal ordering is supported by heu-
ristics that reference both linguistic and ontological 
knowledge. By default, the event expressed by a matrix-
clause verb (here: decide) occurs before the event expressed 
by its verbal complement (here: start driving). Similarly, by 
default, when an event fills the direct (not inverse) case role 
of another event (DECIDE THEME (DRIVE.TIME)), the case role 
filler (here: DRIVE) occurs after the event whose role it fills 
(here: DECIDE). In this case, both heuristics suggest the same 
event ordering. Incorporating a version of temporal logic is 
on agenda for future work. 
 Sentence 8 (If there are no vehicles at the intersection, you 
can go) triggers the learning of a precondition of the DRIVE 
event. Sentence 13 (If any other vehicles are at the intersec-
tion, you must wait for each to have moved through) will do 
the same for another prerequisite.)  
 The script that is generated as a result of learning on the 
basis of the sample training dialog is illustrated in the HTN 
format in Figure 4. But, as Sentences 9-12 in the dialog show, 
the agent’s learning needs involve going into additional detail 
concerning the preconditions of subevents in scripts. This ex-
tra detail is required to satisfy the expected need to ground 
the generic knowledge learned in the dialog and the need to 
determine the current values of a variety of situational param-
eters when the LEIA must decide whether a particular situa-
tion at hand fits the expectations in the stored knowledge.  
 In particular, the LEIA must make sure that when an in-
stance of the event EVENT-AT-FOUR-WAY-STOP is created in 
an actual situation, it knows how to go about determining 
whether a precondition to a given subevent is met. One part 
of this task is to construct a heuristic decision function for 
checking whether the prerequisites for each (sub)event are 
met and store them as values of the corresponding properties 
in the ontological description of that event. The other part of 

the task is to make sure that the agent knows how to obtain 
the values of the arguments of this function that are true at 
the time when the function is run.  
 Sentence 8 (If there are no vehicles at the intersection, you 

can go) requires that the 
agent know how to deter-
mine whether there are ve-
hicles at the intersection. 
The meaning representa-
tion for this input only 
states qualitatively that the 
value of the LOCATION 
property of a set of vehi-
cles is an intersection.  Alt-
hough this coarse grain 
size of representation is 
sufficient in many situa-
tions, it is not fine-grained 
enough to support ground-
ing the LEIA’s internal 
representation of the con-
dition in question against 
the output of its visual per-

ception interpretation module. The LEIA must seek a quanti-
tative assessment of whether a vehicle is at the intersection. 
(Note that for this purpose it is not important that in the mean-
ing representation of Sentence 8 the set of vehicles is empty! 
That bit of information will come in handy later, when the 
LEIA will start to develop the logical branches in the HTN.) 
This is why the LEIA takes the initiative and asks the ques-
tion in Sentence 9: How do I tell if a vehicle is at an intersec-
tion? (The process of generating this verbal action is outside 
the scope of this paper.) 
 The response in Sentence 10 (A vehicle is at an intersection 
if it is adjacent to a stop sign) requires the LEIA to carry out 
further processing. The language understander module repre-
sented the meaning of adjacent as “BESIDE (DOMAIN VEHI-
CLE.X) (RANGE STOP-SIGN.X)”, where BESIDE is a qualitative 
ontological relation connecting an instance of the concept VE-
HICLE with that of a concept STOP-SIGN. Once again, this level 
of detail may be sufficient in a number of applications but 
will not help the LEIA to successfully ground the condition 
in the decision function it is constructing to a scene represen-
tation supplied by the visual perception and interpretation 
module. For those purposes LEIA must obtain a quantitative 
representation. The ontological property BESIDE has associ-
ated with it a function that interprets this qualitative property 
in quantitative terms: 
 
BESIDE(A.B) is true iff DISTANCE-SPATIAL(A,B) < 0.25 * 
MAX(A.WIDTH B.WIDTH).   
 
The idea is to generate quantitative estimates reflecting the 
scale of the objects in question. So, knowing this formula and 
the value ranges for the width property of the concepts STOP-

 
Figure 4. What the agent 
learned about EVENT-AT-FOUR-
WAY-STOP. 



 

 

SIGN and the ROAD-VEHICLE, the LEIA can use the above for-
mula and come up with a number. Since the LEIA is in a di-
alog, it can check whether the human agrees with its conclu-
sion, which it does by generating Sentence 11 (I think a vehi-
cle is beside a stop sign when it is no more than 50.0 inches 
away. Is that right?). Once the appropriateness of this infor-
mation is confirmed in Sentence 12 (Yes), the LEIA can use 
it to support grounding in the current logical branch (See Fig-
ure 4) as well as in other (expected) branch (or branches) that 
would cover the case when there are vehicles at the intersec-
tion.  
 Sentence 13 introduces the other condition for the decision 
function: If any other vehicles are at the intersection, you 
must wait for each to have moved through. Details aside, let 
us just say that on the basis of the meaning representation for 
this sentence, the LEIA learns that the condition to stop wait-
ing is to ascertain that the EFFECT of each event instance of 
MOVE-THROUGH(VEHICLE.X FOUR-WAY-STOP.Y) relevant in 
a specific situation obtains. In the current version of the sys-
tem, this condition is checked by issuing a grounding query 
to the visual perception and interpretation module to establish 
that, for each location where there was a car at the start of 
EVENT-AT-FOUR-WAY-STOP, no car is present any longer.  
 
3 Discussion 
 
This paper presents a system in which an agent uses deep lan-
guage understanding capabilities to learn ontological and lex-
ical information at a grain size sufficient to support operation 
in an application that integrates language processing abilities 
with decision making and action in the physical world. The 
system operates over a non-toy bootstrapping knowledge 
base and augments it as a result of the learning process. De-
cisions concerning a particular grain size of description of a 
concept must reflect the need to accommodate the capabili-
ties of independent perception systems (e.g., robotic visual or 
simulated interoceptive) and the requirements of reasoning 
on the basis of the results of their operation. The above is the 
reason for introducing the mixed qualitative/quantitative rep-
resentational substrate to integrate such diverse perception 
interpretation systems with the reasoning modules in a cog-
nitive architecture. 
 The bootstrapping system we used allows for the coexist-
ence of qualitative and quantitative representations. The lex-
ical and ontological knowledge bases that support the boot-
strapping were originally developed for language-oriented 
applications. Our recent shift to developing holistic cognitive 
systems – which involve perception, reasoning and action in 
the real (or simulated) world – necessitates the acquisition of 
greater amounts of quantitative knowledge, with special at-
tention paid to spatial and temporal knowledge.  
 The experiment we described demonstrates that the LEIA 
needs specialized knowledge about what it means to be a 
learner. It needs to know what to learn, how much, and how 
to accomplish this with the help of a human collaborator. 
 This kind of learning also requires knowledge engineering 
that involves, e.g., recording specific kinds of implicatures, 

such as the heuristic rule about set distribution needed to fully 
interpret Sentence 3 (You can recognize a four way stop be-
cause it has a stop sign on its four corners). An issue for fur-
ther research is whether it would be both natural and efficient 
for a human teacher to teach the agent such rules “on the job” 
rather than to expect or require such rules to be acquired man-
ually as bootstrapping support.  
 The sample dialog, by design, makes no allowances for the 
fact that the student is a LEIA: the same utterances could be 
generated to teach humans. The alternative of using “simple” 
constrained language is not practical, as is attested by the his-
tory of unsuccessful attempts of forcing people to write, no 
less speak, in a constrained sublanguage to support such ap-
plications as machine translation. The availability of non-toy 
bootstrapping knowledge and of a language interpreter that 
addresses the most comprehensive inventory of linguistic 
phenomena ever jointly treated in a single system [McShane 
and Nirenburg, 2021], offers the promise of allowing the hu-
man teacher to use normal language in the training dialogs.  
In particular, LEIAs are able to handle many kinds of difficult 
(e.g., elliptical) and unexpected (e.g., disfluent) input utter-
ances based on the current capabilities of the language inter-
preter and the currently available bootstrapping knowledge 
base.  
 
4 Learning is never complete 
 
At the conclusion of the learning sequence illustrated in Sec-
tion 2, the LEIA still does not have what we would consider 
complete knowledge about how to behave at a four way stop 
sign. For example, it does not yet know how to behave in 
emergencies, such as in the face of illegal or reckless behav-
ior by other drivers. The EVENT-AT-FOUR-WAY-STOP script 
should also be augmented with the track that would not in-
volve the visual perception and interpretation system and 
concomitant grounding capabilities. An optional course of 
action at a four way stop would be for the agent to start driv-
ing after interpreting a message such as “You are good to go” 
received from a human user (say, a passenger).  Note that if 
the message from the human is something like “There’s no-
body on the left,” the agent will have to learn to operate in a 
mixed mode, performing only a subset of the visual ground-
ing operations and relying on human judgment with respect 
to the presence of vehicles on the left-hand corner of the in-
tersection.  Of course, the concomitant decision-making will 
have to take into account the levels of trust in these human 
judgments. The above is an interesting case of integrating 
multiple perception modalities with the reasoning apparatus 
of a LEIA – all to be addressed in future work. 
 That the knowledge learned by a LEIA is at all times in-
complete is a feature, not a bug: learning takes time, and a 
teacher might have more than one training session planned.  
The important thing is that subsequent learning will not have 
to start from scratch, as the results of learning are incorpo-
rated into the various components of the LEIA’s long-term 
memory and are thus available for further enhancement dur-
ing subsequent learning sessions.  



 

 

 In general, we envision learning of the kind described here 
as a long-term, gradual method of overcoming the knowledge 
bottleneck. Accordingly, the LEIA is geared toward learning 
not only previously unknown information but also ever more 
comprehensive and correct knowledge about entities it al-
ready knows about. The learning can also incorporate multi-
ple points of view: that is, if the LEIA receives information 
that is different from what it already knows, it incorporates 
the new information and annotates it using parameters, such 
as its level of trust in the source of the new information. We 
have demonstrated that LEIAs can learn different scripts for 
a complex team action when taught by different humans, and 
that they will select which script to use in a given case based 
on which collaborator-teacher is participating [Nirenburg and 
Wood, 2018]. The particulars of how to consolidate content 
learned from different sources over a LEIA’s lifespan are best 
discussed with respect to specific applications and are outside 
the scope of this paper.  
 Learning is ubiquitous. While the discussion in this paper 
was confined to human-agent interactions specifically de-
voted to training the agent, in general LEIAs are geared to-
ward learning in parallel with their regular functioning in ap-
plications. This will happen, for example, if in a task-oriented 
(non-teaching) dialog the human uses either an unknown 
word or a known word in an unknown usage (the latter being 
detected by syntactic or semantic incongruities during lan-
guage understanding). Interestingly, this situation can occur 
during training sessions as well: for example, in his or her 
explanations of some new concept, the human teacher may 
use unknown lexical material, which will trigger “recursive” 
learning. The many issues of attention control related to the 
allocation of cognitive load to task-oriented functioning ver-
sus learning are outside the scope of this paper.  
 Integrating Qualitative Reasoning and Machine Learn-
ing. Knowledge-based and ML methods are not in competi-
tion; they offer different methods of achieving different types 
of results that can serve the needs of different kinds of intel-
ligent systems. The most plausible path to what would count 
as human-level AI is to integrate the results of both of these 
approaches into hybrid environments. In fact, combining the 
best that each approach has to offer has already been at the 
center of attention of AI researchers for quite some time. 
However, because of the high profile of ML, most of the 
thinking has focused on how to improve the results of current 
ML applications by adding a sprinkling of stored, human-ac-
quired knowledge. We believe that this is the exact opposite 
of the most promising long-term direction. We hypothesize 
that the most fruitful path of integration will be for ML meth-
ods both to support an agent’s lifelong learning (for example, 
by retrieving the most useful language definitions of concepts 
and descriptions of events), and to supply knowledge-based 
systems with high-quality modules for subtasks that lend 
themselves well to knowledge-lean approaches – such as 
named-entity recognition and syntactic parsing. 
 
 
 
 

5 Limitations of the current system 
 
The paper addresses the learning of concept types but does 
not discuss the learning of concept exemplars and how the 
latter are stored in the LEIA’s long-term episodic memory 
and used in reasoning. This latter capability will be reported 
in forthcoming publications. Still, even with respect just to 
the capabilities addressed in this paper, our proof-of-concept 
system is limited in a number of ways. In what follows we 
briefly mention and discuss several of these limitations. 
 Knowledge deficit. While the number of concepts and lex-
icon entries in the current bootstrapping knowledge base is 
considerable, the number of decision heuristics (necessary for 
the learning operations for applications involving decision-
making and action in the real world) is still insufficient. An 
analysis of the corresponding coverage requirements must be 
undertaken, and judgments must be made about whether 
manual acquisition of this component of the bootstrapping 
knowledge is more or less practical and efficient than teach-
ing the LEIA such rules through language dialog. Another 
kind of reckoning is judging how realistic are the hopes of 
importing some of this knowledge, for example, from CYC. 
(Colleagues with prior experience have not been very opti-
mistic with respect to this option, judging by recent personal 
communications; though see [Forbus, 2018, pp. 20-22].)  
 Learned enough? How does the LEIA know when it has 
learned enough? How does the human teacher reach this con-
clusion? For example, the state of the LEIA’s learning at the 
end of the sample training dialog can still be considered to be 
incomplete. Indeed, more detailed knowledge about autono-
mous vehicle behavior at intersections can be found, e.g., in  
[Doniec et al. 2008]. Is checking that there are no cars at spe-
cific points at the intersections where there were cars at the 
time when the LEIA arrived at the intersection a good enough 
test to ensure safety and legality of starting to move? Maybe 
the LEIA should ascertain that the cars in question actually 
moved through the intersection before starting its move? The 
teacher must decide whether to teach the LEIA this level of 
safety. LEIAs cannot be expected to learn this information on 
their own. 
 System evaluation. At this time, we cannot evaluate the 
results of our experiment in a way that would be meaningful 
for what we might call a typical AI audience. Cognitive sys-
tems of the kind we describe cannot be evaluated using meth-
ods similar to those that have become standard in the AI com-
munity for evaluation of applications and individual tasks. A 
number of reasons for this state of affairs are presented in 
Chapter 9 of [McShane and Nirenburg, 2021]. In addition, it 
would not be fair or particularly elucidating to compare sys-
tems that use large knowledge bases, like ours, with systems 
that use very small knowledge bases, as many of today’s cog-
nitive systems do. The reason is that these genres of systems 
face quite different challenges – not to mention typically hav-
ing quite different objectives. It is not that the field has not 
thought about evaluation metrics, this is simply not a one-
size-fits-all problem. However, devising evaluation method-
ologies specific to cognitive systems – particularly ones that 



 

 

can be parameterized for different classes of cognitive sys-
tems – must remain centrally on agenda if we hope to show-
case the utility of continued R&D in these areas. 
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